
 

 
FIN 450 Project Instructions, Rubric, and Examples 

Capstone Project 
 

1) Purpose 
Create a rigorous, real-world project that applies artificial intelligence to a finance 
problem. Depth over breadth. You may choose any finance domain and use no-
code/low-code tools. Coding is not required. 
 
2) What “applying AI to finance” means 
You will: 

• Define a finance decision/task (e.g., screening investments, assessing credit 
risk, detecting anomalies, summarizing filings, forecasting drivers). 

• Use AI (incl. generative AI) to perform or enhance part of the workflow: 
information extraction, scenario generation, summarization, classification, 
forecasting support, decision support, automation, or interface design. 

• Evaluate whether AI improved quality, speed, consistency, or usability versus a 
clear baseline. 

Analysis/evaluation-only projects are acceptable. Example actions: prompt design and 
testing; model/tool comparison; human-vs-AI evaluations; error analysis; bias 
assessment; integration into a finance workflow. 
 
3) Possible project types 

• Tool / workflow prototype: A no-code/low-code assistant that supports a 
finance task (e.g., KPI extractor from 10-Ks, portfolio note summarizer, scenario 
generator for capital budgeting). 

• Research analysis: Compare AI methods/tools for a finance task (e.g., 
earnings-call sentiment classification) with quantitative evaluation. 

• Case study: Apply AI to one organization/industry event, documenting process, 
decisions, outcomes, and lessons. 

• Process automation: Design a repeatable AI-assisted process (e.g., weekly risk 
dashboard notes with AI summaries) and test it. 

• Proof-of-concept application: A minimal, usable demo showing end-to-end 
value for a finance stakeholder. 
 
 



4) Deliverables & milestones 
A. Executive brief (1 pages): problem, approach, key results, why it matters. 
B. Main report (4-5 pages): methods, data, evaluation, findings, implications, limits, 

next steps. 
C. Appendix: prompt logs, tool settings, screenshots, templates, rubric self-check, 

references. 
D. Demo artifact: Annotated slide deck (10–12 slides). 
E. Repro notes: step-by-step instructions to reproduce core results with provided 

sample inputs. 
 

5) Data & tools 
• Use public, de-identified, or instructor-provided data only. 
• Cite every source. Keep a prompt & parameter log (date, model/tool name, 

settings, prompts, key outputs). 
• No scraping behind paywalls or violating any site’s terms. 
• You may use spreadsheets and web-based AI tools. 

 
6) Expected depth 

• Finance depth: clear problem framing; correct use of concepts/metrics; 
defensible interpretation tied to decisions. 

• AI depth: correct technique selection; careful prompt/parameter tuning; 
evaluation vs. baseline; analysis of errors, bias, and failure modes. 

• Integration: AI should be a meaningful part of the finance workflow, not a 
gimmick. 
 

7) Ethics & responsible AI (required section in report) 
• Transparency: disclose all AI tools, versions, prompts, parameters, and when 

outputs were edited. 
• Privacy: no personal/sensitive data. 
• Bias & limitations: test for and discuss potential bias, hallucinations, stale 

knowledge, data leakage; include mitigation steps. 
• Attribution: cite all sources; label AI-generated text/figures. 
• Safety & compliance: respect regulations, IP, and data-use constraints for your 

chosen domain. 
 

8) Suggested application areas (non-exhaustive) 
Investment analysis; portfolio analytics; factor/exposure notes; credit risk screening; 
corporate finance scenarios; working-capital diagnostics; valuation memo support; risk 
& controls narratives; fraud/anomaly review triage; ESG text review; policy/news 
summarization; KPI extraction from filings; market micro-commentary synthesis; 
personal-finance guidance templates. 
 
 
 
 
 



 
Capstone Grading Rubric 

(100 points total) 
 

Structure: 50 points AI Application + 50 points Finance Knowledge. 
Each section has 3 criteria. 
 
A) AI Application (50 points) 

A1. Technique Selection & Correct Implementation (20 pts) 
Appropriate choice of AI/generative methods; clear justification; correct use; 
reproducibility via prompt/parameter log; reasonable baseline comparison. 
 
A2. Integration & Creativity (15 pts) 
How well AI is embedded into a usable finance workflow; originality; clarity of 
user journey and handoffs. 
 
A3. Responsible & Reflective Use (15 pts) 
Bias/limitation analysis; risk mitigation; transparency; citations; governance 
considerations. 

 
B) Finance Knowledge (50 points) 

F1. Problem Framing & Real-World Relevance (15 pts) 
Clear finance question, stakeholder, constraints, and success criteria; practical 
importance. 
 
F2. Analytical Rigor & Use of Metrics/Data (20 pts) 
Correct concepts, frameworks, and calculations; appropriate datasets; data 
quality handling; sensitivity/scenario checks where relevant. 
 
F3. Interpretation & Decision Implications (15 pts) 
Quality of insights; linkage from results to actions; recognition of limitations and 
trade-offs. 

 
Sample Projects 

 
Here is a list of sample projects that would be appropriate for the project. You do not 
need to pick for this list: instead, use this list as an idea generator and customize any 
project to your own interests. Also feel free to do a project that is completely unrelated 
to this list. 
 
These samples are related to the topics we’ve covered in this course and use the 
following assumptions: 

• No assumed background beyond course topics  
• HP Elitebook x360 830 G8 running Windows 11 with Chrome  
• No personal data uploads 
• No coding  



• Software only MS Office, e.g., Word, Excel, etc. (if needed) 
• All tasks run in the browser; no installs; no admin rights required 

 
Topic 1 – Intro to AI for Finance (Foundations) 

1. AI Fact-Extraction vs. Memory: Which is Trustworthy? 
Use a free LLM chat to extract 12 specific KPIs (revenue, GM%, OCF, capex, 
leverage, guidance) from a sample 10-Q excerpt. In Excel, record the model’s 
numbers, ask the model to quote the exact source sentence, then spot and 
correct hallucinations by re-prompting with “cite-then-answer.” Deliver: a table 
with values, source quotes, and a 1–2 sentence correction note per error. 

2. Prompt Pattern A/B Test for KPI Accuracy 
Design two prompt templates (structured table prompt vs. natural Q&A) and run 
both on the same filing excerpt. Compare cell-level accuracy (hit/miss) and 
compute a simple accuracy rate in Excel; iterate once to improve the worse 
pattern. Deliver: side-by-side table + one-paragraph findings. 

3. AI-Assisted “What’s Material?” Filter 
Ask the LLM to rank 25 sentences from MD&A by materiality to investors 
(high/med/low) with reason tags. Convert to an Excel sheet; reconcile 
disagreements by asking the LLM to defend its top-5 with evidence. Deliver: 
ranked list with rationales and a short materiality policy. 

4. Numbers from Narrative: AI %-Change Calculator 
Provide the LLM two consecutive quarter paragraphs; instruct it to pull the 
numbers and compute QoQ and YoY deltas (with the math shown). Verify a 
sample of 6 calculations in Excel. Deliver: extracted-number table, % changes, 
and a discrepancy log (if any). 

5. Risk-Language Heatmap 
Have the LLM tag sentences across Risk Factors with categories (macro, 
supply chain, FX, litigation, regulatory) and severity 1–5. Export to CSV, build a 
simple heatmap in Excel, then ask the LLM to explain the top two clusters in 
plain language. Deliver: tagged CSV + 150-word interpretation. 

 
Topics 2-3 – Understanding Generative Models & No-Code “RAG-Lite” 

6. Cite-Before-Summary Protocol 
Force the LLM to compile all relevant quotations about a single topic (pricing 
power) before writing any summary. Compare a “quote-first” prompt vs. 
“summary-first” on factual precision (count quotation support). Deliver: rubric, 
quotes table, supported summary. 

7. Mini RAG (No Uploads): URL-Bound Analysis 
Use a model that can browse or paste short excerpts (provided) and ask it to 
answer five investor questions strictly within pasted context; reject any 
answer without citation. Deliver: a Q→A table with citations and a “refused due 
to missing context” counter. 

8. Few-Shot Template for Clean Tables 
Give the LLM a few-shot example of a clean KPI table (headers, units, 
footnotes). Run it on three new excerpts; measure formatting consistency 



(header order, presence of unit, NA handling). Deliver: template + 3 outputs + a 
10-point consistency score. 

9. Grounded Glossary with Evidence 
Ask the model to define 25 finance terms strictly from two short course PDFs; 
require inline citations after each definition. Deliver: glossary table (term, 
definition, citation) and a 100-word reflection on where grounding helped. 

 
Topic 4 – AI Agents (No-Code, Prompt-Chained) 

10. Three-Role Agent: Analyst → Checker → Editor 
Run a three-step chain: (A) draft a KPI table + drivers, (B) checker verifies with 
quotes and flags missing metrics, (C) editor rewrites for accessibility (large 
fonts, alt-text cues). Deliver: chain prompts, inputs/outputs, and a “defects found” 
list. 

11. Decision Agent with Counter-Argument Gate 
Design a decision flow where the model must produce pros/cons + risks and a 
counter-argument paragraph before any “Buy/Hold/Sell-style” narrative. 
Deliver: flow sketch + final narrative annotated with which risk changed the 
decision weight. 

12. Escalation Triggers for Agents 
Have the model process 20 short prompts; require it to escalate to human if 
confidence < threshold, missing numbers, or compliance flags. Deliver: decision 
log (handled vs. escalated) and reasons. 

13. Agentic Fact Checklist 
Build a reusable pre-publish checklist (sources cited, math shown, units 
present, dates explicit). Have the LLM apply the checklist to two analyses and 
show fixes. Deliver: filled checklists + before/after snippets. 

 
Topic 5 – AI Financial Agents (Copilot/Chat) 

14. Investor FAQ Agent with “Cannot Answer” Fallback 
Constrain the model to course-provided fact sheets to answer 15 FAQs; any 
missing info must return a polite refusal + info request. Deliver: Q→A log with 
refusals and the documents that would be needed. 

15. KPI Explainer with Sensitivity Narratives 
Feed the model a small KPI row (GM%, SG&A%, debt/EBITDA) and ask it to 
explain drivers and simulate ±10% shocks in plain words (“If SG&A falls 10%, 
EBIT margin…”). Verify two statements with simple Excel math. Deliver: table + 
narratives + verification notes. 

16. Peer Comparator with Evidence 
Give two firm snapshots; instruct the LLM to compare three dimensions 
(profitability, growth, leverage) with one quoted sentence per claim. Deliver: 
side-by-side table + quote bank. 

17. Forward-Looking Language Refiner 
Have the model find and flag forward-looking phrases and rewrite them with 
appropriate qualifiers and risk statements. Deliver: redline view (original → 
compliant rewrite) and a one-page “style card.” 

 



Topic 6 – AI & Financial Statements 
18. 10-Q KPI Table with Confidence Scores 

Model extracts KPIs into a table and assigns confidence 1–5 per cell plus a 
citation. Cross-check three low-confidence cells manually. Deliver: table + 
confidence histogram + notes. 

19. DuPont Decomposition: AI + Excel Check 
Provide Net Margin, Asset Turnover, Equity Multiplier; ask model to compute 
ROE and explain levers; verify math in Excel. Deliver: DuPont tree + lever 
narratives + Excel check image. 

20. Quality of Earnings Scan 
Model tags presence of non-GAAP adjustments, working-capital spikes, one-
offs with quotes; rate potential concern (L/M/H). Deliver: concern log + a 150-
word investor note. 

21. Common-Size vs. Industry 
Give common-size P&L and an industry benchmark table; model highlights 
three biggest deviations and plausible drivers. Deliver: deviation table + driver 
hypotheses. 

22. Cash-Flow Bridge Narration 
From CFO section, model builds a bridge (NI → CFO) with the top three 
adjustments and explains each in 1–2 lines. Deliver: bridge table + short 
explainer. 

23. ESG Disclosure Snapshot with Materiality Tags 
Model extracts ESG statements and tags materiality to cash flows (e.g., 
regulatory risk). Deliver: ESG table (topic, claim, materiality, quote). 

 
Topic 7 – Investment Strategies 

24. Style Exposure Classifier (Narrative) 
Model classifies 10 firm blurbs into growth/value/quality with evidence quotes. 
Deliver: classification table + 2 misclassifications analysis. 

25. Momentum vs. Value Dual-Memo 
Model writes two opposing memos for the same stock based on a small sheet 
(price trend, valuation ratios), then generates a synthesis memo reconciling the 
conflict. Deliver: 3 memos + what data would resolve the tie. 

26. Screening Policy with Guardrails 
Provide a micro-universe table; model designs screen rules (include/exclude) 
and flags false-positive risks (e.g., value traps). Deliver: policy card + 
candidate list + red-flag notes. 

27. Event-Driven Idea Triage 
Feed 12 headlines; model classifies event type (buyback, divestiture, 
guidance), predicts likely first-order impact (qualitative), and lists what to 
verify. Deliver: triage grid + verification checklist. 

 
Topic 8 – Portfolio Construction 

28. Investor Policy Statement (IPS) Generator 
Model converts a short survey (horizon, constraints) into a structured IPS with 



objectives, constraints, and simple target weights. Deliver: IPS + rationale per 
weight. 

29. Diversification Explainer with Correlation Stories 
Model reads a mini correlation matrix and writes two scenarios where 
diversification helps vs. fails (correlations rise in stress). Deliver: 2 scenario 
paragraphs + plain-English takeaway. 

30. Risk Parity (Conceptual) with Failure Modes 
Model explains risk parity and enumerates stress cases (e.g., rising rates) 
grounded in an example. Deliver: 200-word explainer + failure-mode table. 

31. Rebalancing Rule Comparison 
Give a small 4-period return table; model simulates (qualitative math shown) 
calendar vs. threshold rebalancing and summarizes differences. Deliver: step 
log + summary. 

 
Topic 9 – Risk, Return & Performance Metrics 

32. Metric Explainer Cards (Sharpe, Sortino, TE, MDD) 
Model creates one card per metric: definition, how to interpret, pitfalls, and an 
example sentence using a sample number. Deliver: 4-card pack. 

33. Benchmark Selection Advisor 
Provide 6 brief strategy descriptions; model maps each to an appropriate 
benchmark with pros/cons. Deliver: mapping table + 100-word selection guide. 

34. Drawdown Narrative from a Path 
Model reads a toy monthly path (table) and computes peak-to-trough and 
recovery months (show steps) and writes a client-safe explanation. Deliver: 
path table + explanation. 

35. Attribution (Allocation vs. Selection) Walkthrough 
Give simple sector weights and returns; model attributes excess return with 
worked numbers and explains the drivers. Deliver: attribution table + narrative. 

 
Topic 10 – Risk Analysis (Sensitivity, Scenarios, Simulation) 

36. Sensitivity Commentary Using Provided Workbook 
Open the Topic 10 sensitivity file; model identifies the top three value drivers 
based on the table and writes manager-ready commentary. Verify one elasticity in 
Excel. Deliver: 3 driver notes + one verified calc.  

37. Base/Best/Worst Scenario Book 
Using the scenario workbook, model drafts assumption sets and early-
warning indicators for each case and a decision table (what to do if X 
triggers). Deliver: scenario sheet + decision table.  

38. Monte Carlo Interpretation (No Code) 
With the simulation workbook, generate a model-guided explanation of 
P10/P50/P90 outcomes and how an executive should interpret tail risk. Include 
one sanity-check prompt (“What would change P90 the most?”). Deliver: 
interpretive memo + screenshot with alt-text.  

39. Risk Register Linked to Scenarios 
Model helps draft a risk register (likelihood/impact/owner/mitigation) and maps 
each risk to a scenario knob in the workbook. Deliver: register + mapping table. 



 
 
Topic 11 – NLP in Finance 

40. Earnings Call Sentiment with Quote Evidence 
Model assigns sentiment per section (opening, Q&A) with two quotes per 
label and a confidence score. Deliver: section table + confidence histogram. 

41. Headline Tone vs. Human Labels 
Given 20 labeled headlines, model classifies tone and explains 5 
disagreements. Deliver: confusion table + error analysis. 

42. Named-Entity & Relationship Map 
Model extracts companies, products, people and links (acquired by, partners 
with) from a provided text; outputs a relationship list. Deliver: entity table + link 
list + short insights. 

43. Post-Call Reaction Case Notes 
Model compares call tone vs. 1-day move (given data) and hypothesizes 
drivers (guidance nuance, analyst questions). Deliver: 2 short case notes with 
supporting quotes. 

44. Red-Flag Phrase Dictionary 
Model compiles frequent risk phrases and rates likelihood of negative surprise 
(L/M/H) with context examples. Deliver: dictionary table + usage guidance. 

 
Topic 12 – Credit Risk & Scorecards 

45. Qualitative Application Scorecard (No PII) 
Model helps design a rubric-based scorecard from course variables (income 
band, tenure, utilization); assigns points & cutoffs and surfaces fairness risks. 
Deliver: scorecard sheet + fairness notes. 

46. Explainability via Counterfactuals 
Model writes counterfactual explanations (“If utilization < 30%…”) for 5 mock 
applicants; ensure consistent logic across cases. Deliver: per-applicant 
explanation set + logic audit. 

47. Adverse Action Notice Drafting 
Given 5 mock declines, model generates adverse action reasons in compliant, 
plain language and suggests improvement steps the applicant could take. 
Deliver: 5 notices + improvement list. 

 
Topic 13 – AI in Capital Budgeting 

48. Investment Memo with Assumption Traceability 
Model converts a mini capex brief into an assumption table and writes a 
decision memo that references each assumption; includes two “what-if” 
narratives. Deliver: table + memo. 

49. Real-Options Narrative with Triggers 
Model outlines defer/expand/abandon options for a project; defines 
measurable triggers (price > X, utilization < Y) and the evidence to track. 
Deliver: options grid + trigger list. 

 
 



Topic 14 – AI & Financial Engineering (Plain-English, No Code) 
50. Derivative Payoff Scenario Narrator 

Provide simple payoff parameters (strike, premium); model computes break-
even and payoff logic for calls/puts/collars with ASCII payoff sketches and 
three scenarios each. Deliver: payoff pack + scenario narratives. 

 

 


